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Machine learning has made tremendous progress in predictive performance in

recent years. Despite these advances, employing machine learning models in

high-stake domains remains challenging due to the opaqueness of many high-

performance models. If their behavior cannot be analyzed, this likely decreases

the trust in such models and hinders the acceptance of human decision-makers.

Motivated by these challenges, we propose a process model for developing and

evaluating explainable decision support systems that are tailored to the needs

of di�erent stakeholders. To demonstrate its usefulness, we apply the process

model to a real-world application in an enterprise context. The goal is to increase

the acceptance of an existing black-box model developed at a car manufacturer

for supporting manual goodwill assessments. Following the proposed process,

we conduct two quantitative surveys targeted at the application’s stakeholders.

Our study reveals that textual explanations based on local feature importance

best fit the needs of the stakeholders in the considered use case. Specifically,

our results show that all stakeholders, including business specialists, goodwill

assessors, and technical IT experts, agree that such explanations significantly

increase their trust in the decision support system. Furthermore, our technical

evaluation confirms the faithfulness and stability of the selected explanation

method. These practical findings demonstrate the potential of our processmodel

to facilitate the successful deployment of machine learning models in enterprise

settings. The results emphasize the importance of developing explanations that

are tailored to the specific needs and expectations of diverse stakeholders.

KEYWORDS

eXplainable AI (XAI), prescriptive machine learning, decision support systems (DSS),

SHapley Additive exPlanations (SHAP), goodwill assessment

1 Introduction

With the growing access to large amounts of data and the widespread availability

of computational resources, the idea of using machine learning (ML) methods to guide

human experts toward more rational, objective, and accurate decisions, rather than

relying solely on their experience and intuition, becomes increasingly prevalent in many

application domains. However, in high-stake domains, where decisions can come with

severe consequences, there is often a reluctance to use ML methods. For example, this

includes applications in healthcare, where decisions may significantly impact human lives,
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TABLE 3 Maximum runtime and resource consumption of Kernel SHAP

for 100 samples.

Explainer Max.
runtime

Max.
memory

Max. CPU

Labor 24.92 s 9.99 GB 1,659 mc

Parts 24.15 s 9.02 GB 1,713 mc

of Kernel SHAP is the most limiting factor. We therefore

enforced a memory limit at around 10 GB to keep the memory

consumption at an acceptable level. As a result, the implementation

was deployable on a high density cluster environment

without the need to provide dedicated machines with larger

main memory.

Table 3 shows the runtime and memory consumption of Kernel

SHAP when generating explanations of the contribution to labor

and part costs, respectively. The algorithm was provided with a

dataset consisting of 100 instances. It was configured to perform

3, 000 re-evaluations or samples per explanation. In our use case,

an average runtime of 25 s is acceptable, because explanations are

provided to human assessors asynchronously instead of in real-

time. The CPU utilization of ∼1.7 millicores is moderate. The

test was carried out on a machine with 8 vCPUs and 28 GB

main memory.

5.6 Phase 6: Stakeholder-centric
evaluation

To evaluate the suitability of the considered explanation designs

and the overall satisfaction with the explainable decision support

system, we conducted a second web-based survey. Like the previous

survey, it was iteratively refined together with non-technical

stakeholders in focus group sessions before it was sent out to all

stakeholders to ensure that the survey was also understandable

for non-technical users and that the explanations’ design was

as clear as possible, e.g., with descriptive labels and meaningful

exemplary cases. It addressed the same stakeholders as the first

survey. In total, 23 stakeholders participated (11 model consumers,

six model builders, six model breakers). Again, we relied on a

Likert-scale questionnaire. The first part of the survey focused on

the considered representations of explanations (cf. Figures 10, 11),

whereas the second part aimed at evaluating the decision support

system as a whole.

5.6.1 Preferences regarding the di�erent
explanation designs

The survey asked all stakeholders to pick their favorite

representation of explanations among the four considered variants.

Figure 14 illustrates how many stakeholders preferred each of the

available options. To identify any statistically significant deviations

from a uniform distribution (H0 : τ = 0.25), a right-sided binomial

test was conducted for each option vs. the other options using

a significance level of α = 0.05. In addition, the same test

was applied to the overall preferences of all stakeholders. When

focusing on model users, the p-values obtained for the decision-

logic-enhanced text visualization were smaller than α, which leads

to a rejection of the null hypothesis and indicates a statistically

significant preference for this representation form. The same result

was obtained when considering the overall preferences of all

stakeholders. Furthermore, the Wald confidence intervals were

(30.71%, 69.29%) for all stakeholders and (39.22%, 89.67%) when

focusing on the model users. Because even the lower bound of these

confidence intervals is greater than τ = 0.25, we consider the

preference for the decision-logic-enhanced text design to be very

strong. We also evaluated the comprehensibility and actionability

of this preferred option using a Kruskal-Wallis test (with α =

0.05). According to the reuslts, all stakeholder groups agree that

this particular form of explanations is understandable, easy to

comprehend, and helps making decisions.

5.6.2 Acceptance of the explainable decision
support system

Besides the evaluation of different representation forms, we

were also eager to testify if explanations based on feature

importance are suited to increase the stakeholders’ trust in the

decision support system and if they believe that the system will

have a positive impact on their task performance. Table 4 shows

the questions included in our survey regarding these goals. The

frequency distribution of the answers received for these questions

are depicted in Figure 15. It should be noted that the null

hypothesis of the non-parametric Kruskal-Wallis test, which states

that the median is the same across all stakeholder groups, holds

for all questions in Table 4, i.e., all stakeholders agree that the

provided explanations increased their trust in the decision support

system from which they believe that it will positively impact their

task performance.

6 Discussion and conclusion

This paper presented a process model rooted in the XAI

literature. It covers all the necessary steps for developing a

post-hoc explanation system that enhances the transparency and

trustworthiness of an existing black-box decision system. To

demonstrate the usefulness of the proposed methodology, we

applied it to a real-world problem in the automotive domain,

which encompasses several characteristics like multiple stakeholder

groups and a need for increased automation in conjunction with

transparency, which are certainly present in other domains as well.

Concretely, this study aimed to increase the trust and acceptance

of stakeholders in an ML-based goodwill system. By following the

process model, we were able to identify an XAI method, together

with a suitable representation of the explanations it provides, that

meets the requirements of different stakeholder groups. According

to a final survey, all stakeholders agree that the selected and

implemented XAI approach increases their trust in the decision

system and can be expected to improve the performance of

employees working with the system. From a design science research

perspective, we believe that through our successful case study

we have demonstrated our process model’s ease of use, efficiency,

generality and operationality, which are common evaluation
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FIGURE 14

Number of stakeholders preferring the considered representation forms.

TABLE 4 Questions regarding the trust in the eDSS and its impact on task

performance, as well as the median answers among all stakeholder

groups.

Statement Answer

The explanation increased my trust in the

decision support system.

Agree

I would follow the contribution suggestion

for the cases because of the explanation.

Agree

I could finish my task faster with the help of

this explanation.

Agree

criteria for method type artifacts (Sonnenberg and Vom Brocke,

2012). We further believe that our proposed process model can

be transferred to other domains facing similar challenges, as

presented in this study, such as multiple stakeholder groups and

a tailored model requiring model-agnostic, post-hoc explanation

methods for different stakeholder groups. In the following, we

elaborate on some findings and limitations we identified during

our study.

6.1 The importance of stakeholder
involvement

The results of both surveys that we conducted in the course of

our study emphasize the importance of stakeholder involvement in

the XAI development process. Initially, we did neither anticipate

the potential of XAI methods based on feature importance to meet

their expectations nor their preference for text-based explanations.

Regarding the considered XAI methods, we expected that

stakeholders favor rule-based explanations because a rule-based

decision system is already used in the domain. Most probably, their

choice for feature importance methods can be explained by the

bad experiences with the decade-old and hence overly complex

rule system, which might not be considered interpretable anymore.

Moreover, although we expected counterfactual explanations to be

less valuable for assessors working at the OEM, we saw them as

an attractive solution for car dealers and their customers. After

all, learning how changes in goodwill requests would affect the

outcome of the goodwill process would allow them to maximize

the compensation paid by the manufacturer. Finally, we expected

that model breakers, i.e., managers, business specialists, and

revisionists, would be more interested in a global perspective

on the decision-making process than in analyzing individual

goodwill requests. However, there appears to be a general

preference across all stakeholders to inspect specific cases and

draw conclusions from them instead of being provided with

global explanations.

Another interesting outcome of our case study was the

stakeholders’ preference for text-based explanations over graphical

representations, although the former are restricted to rankings

of features and cannot convey information about their absolute

importance. Nevertheless, many users, particularly model

consumers, i.e., assessors responsible for goodwill decisions,

preferred to be provided with textual information. These results

may indicate that text-based feedback is perceived as natural by

users without a technical background and can be understood more

easily, even without previous training.

6.2 E�ects on the acceptance of machine
learning

The feedback we obtained from different interest groups via

the previously discussed surveys indicates that their trust in the

decision support system has increased. Compared to the initial

reluctance of stakeholders to rely on a black-box model, the

employment of XAI positively impacted the acceptance of ML-

based technology. On the one hand, we attribute this newfound

openness to the increase in transparency achieved through XAI.

On the other hand, we believe that the involvement of stakeholders

in the design and development process positively influenced their

attitude toward the system.

Furthermore, we noticed that the possibility to analyze

recommendations made by the ML model fosters discussions

about the model’s fairness and possible biases in human goodwill
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FIGURE 15

Frequency of agreement with statements regarding the trust in the eDSS and its impact on task performance per stakeholder group.

decisions. This suggests that XAI technologies can help to

encourage fairness and increase awareness of unwanted biases

in decision processes. However, increased trust in automated

decision-making may also lead to over-reliance on the system,

which is not desired in a high-stake business context built around

the human-in-command principle. Instead, the goal should be

an interplay between critically thinking human experts and the

decision support system. As a countermeasure, the assessment

process could be monitored to detect trends toward unilateral

decisions that indicate algorithm aversion (Dietvorst et al., 2015)

or automation bias (Lee and See, 2004).

6.3 Limitations and future work

Since the choice of suitable XAI approaches is very domain-

specific, the process model proposed in this paper can only provide

rough guidance. Consequently, it needs to be tailored to the specific

use case, e.g., by considering appropriate explanation methods

and presentation forms. Providing more guidance and even tool

support to practitioners with regards to suitable explanation

methods and designs depending on the domain, e.g., healthcare,

finance, or the public sector, could be an interesting future

avenue of research. As we have seen with the preference for

textual explanation representation within this study, suitable

methods and designs can be very domain-specific and contrary to

common assumptions.

Moreover, the current process model only focuses on

identifying, implementing, and evaluating post-hoc explanation

methods that help to gain insights into an existing black-box

model. In addition, future work may also deal with use cases

where the goals of XAI should be considered from the start of the

development process. In such cases, inherently interpretable white-

box models can also play an important role and must therefore be

taken into account.

The results of the first survey regarding the different

explanation methodologies may also indicate that many

stakeholders may not have fully understood the differences

between the various explanation methods. This is evidenced by

the agreement that all explanations are useful, but little difference

in preferences among the methods. The purely textual web-based

survey format could have been a limiting factor in this case.

The second survey, which incorporated both textual and visual

representations of the explanation methods, led to more nuanced

results. This suggests that presenting explanations in a more

tangible way, with more concrete domain-specific examples that

stakeholders can relate to, appears beneficial.

In general, gathering feedback from human stakeholders

remains a cumbersome and challenging task due to their
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limited availability and ML/XAI expertise, which may also

explain the primary usage of XAI by developers (Bhatt et al.,

2020). Hence, there is a severe risk of biased feedback results

originating from poorly designed XAI surveys, leading to

misguided XAI systems. Pre-validating designs and surveys in

focus groups, as done in our study, may be a way to prevent

larger misconceptions andmisunderstandings among stakeholders.

However, automating, validating, and easing the collection of

user feedback may be an important avenue for future research

(Confalonieri and Alonso-Moral, 2024), as collecting stakeholder

feedback is of utmost importance when developing XAI systems.

Guidance in terms of XAI survey creation, visualization, and

validation could reduce the risk of misconceptions and misguided

XAI systems.

In terms of stakeholder segmentation, as discussed in Section

5.1, a more structured and fine-grained approach may also

be beneficial, particularly to further split the model breaker

stakeholders into more distinct interest groups. Model breakers

usually encompass several interest groups, each of which may

have distinct explanation needs, whereas the builder and user

groups appear more homogeneous. Due to time and resource

constraints, user segmentation was not carried out to the full extent

in this study.

In terms of computational efficiency, the utilization of Kernel

SHAP was not an issue in this study, where explanations could

be generated in an asynchronous way. However, for applications

that require real-time explanations, the usage of Kernel SHAP

could be problematic due to the high memory usage and runtime

as demonstrated in Section 5.5.3. Here, more efficient SHAP

estimators may be required.
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